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Lead Data engineering professional with 13 years of experience in data processing systems and data warehousing, expert in AWS Cloud services. Proficiency in technologies like PySpark, Apache Airflow, and SQL aligns well with ensuring data quality and infrastructure development. Experience leading teams and enhancing data pipeline efficiency demonstrates a commitment to delivering impactful data solutions and driving innovation.













KEY ACHIEVEMENTS- (Directline Group )
[image: Diamond with solid fill] Improved Data Pipelines
Increased data pipeline efficiency using optimized
Airflow Dags and Glue Jobs.
[image: Diamond with solid fill] Pipeline Efficiency
Boosted data pipeline efficiency by 30% using
optimized Airflow Dags and Glue Jobs.
[image: Diamond with solid fill] DBT Airflow Module
Designed and implemented a Python module for
generating Airflow Dags from DBT manifests. This
innovation enables Airflow to display individual DBT
models visually, reducing the complexity of failures
and restarts.
[image: Diamond with solid fill] Docker Based Airflow Local Testing
Designed and implemented custom Airflow Plugins to facilitate local Airflow Testing which has led to better DAG testing, reduction in DAG bugs and overall improving the DAG efficiency.





CORE SKILLS
Programming
[bookmark: _GoBack]Python, SQL, Unix Bash Scripting, PL/SQL & Excel VBA

Python Packages
PySpark, Pandas, Streamlit,  DBT, Apache Airflow, Click & Ploty

Cloud Expertise – AWS
Glue, S3, MWAA, Redshift, Step Functions, DynamoDB, Aurora, EC2, EMR,
Comprehend, Kinesis Streams & Athena

Databases
Redshift, Snowflake, Oracle, DB2 & SQL Server, NoSql - AWS Dynamodb

CI/CD
GitHub, Code Deploy, GitHub Actions & Azure Devops

Containers
Docker




PERSONAL PROJECTS

Powered Airflow Dag Documentation
GitHub Link - https://github.com/rahrajlat/airflow-docs-plugin
Description/Tech Stack -  Developed an Apache Airflow UI plugin that auto-generates DAG documentation using local LLMs (Ollama)  
Smart Task Retry - 
GitHub Link - https://github.com/rahrajlat/airflow-smart-task-restart
Description/Tech Stack -  Built a Smart Retry mechanism for Apache Airflow leveraging Ollama LLMs to evaluate task errors and dynamically control retry behavior

Smart Clothing Suggestor- 
GitHub Link - https://github.com/rahrajlat/airflow-weather-llm
Description/Tech Stack -  Developed an Apache Airflow + LLM workflow that ingests live weather data and generates context-aware clothing recommendations using Ollama.



CERTIFICATIONS

Astronomer Certified Airflow DAG Authoring
Expiry – N/A

AWS Certified Solutions Architect - Associate
Expiry - Valid until July 2025

DBT Fundamentals
Expiry -N/A

Snowflake Essentials
Expiry -N/A

AWS Certified Cloud Practitioner
Expiry - Valid until July 2025





ADDITIONAL SKILLS
ETL Tools
Informatica Powercenter, IBM Datastage & Talend Openstudio

Big Data Tools
Cloudera, HDFS, Sqoop, Hive,Delta Lake & Databricks

Workload Automation
Control-M, Crontab & RMJ Scheduler



EMPLOYMENT HISTORY
Senior Data Engineer
Direct Line Group
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Senior Data Engineer
Sainsbury’s
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Senior Data Engineer
Accenture
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Data Engineer
Cognizant
[image: Daily calendar outline] 2018– 2021  [image: Marker with solid fill] London, United Kingdom
 Data Engineer
Tata Consultancy Services
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EDUCATION
Bachelor of Engineering – Electronics & Communication Engineering
Sri Sai Ram Engineering College, Affiliated to Anna University
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PROJECTSData Analytics Platform
Direct Line Group
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Description 
The data analytic platform (DAP) is a centralised data lake that is hosted on AWS. This project mainly deals with the onboarding of Guidewire Claim Centre data and build analytics solution in Redshift by building models in DBT.


Technical Stack
Data Lake – AWS S3
Data Ingestion – AWS Lambda,AWS Glue (Pyspark/Python )
Data Mart – Redshift & DBT Core
Orchestration – AWS managed Apache Airflow
CI/CD – Cloudformation,Code Deploy,Github

Roles and Responsibilities
· Led and managed a distributed team of Data Engineers, with members based in various locations worldwide, to design, develop, and deploy large-scale data solutions.
· Onboarding of new datasets using the DAP ingestion framework (Inhouse metadata framework) and building of Glue/PySpark jobs to make the data available for consumption in the curated zone.
· Working on proof of concepts and work on improving the existing solutions by actively participating the Data Engineering Community within DLG.
· Collaborated closely with Data Modelers to establish and maintain curated data zones, implementing scalable and efficient data practices within our data lake infrastructure.
· Design of Facts and Dimensions using DBT utilising Dimensional modelling strategy (STAR schema) and creation of datamarts in Redshift.
· Created and optimized Airflow Dags to manage the end-to-end data pipeline, leveraging Glue and DBT to transform, load, and process large datasets in a scalable and efficient manner.
· Designing and Implementing PySpark Unit Testing Best Practices Pytest,TDD .
· Designed and authored mapping specification documents, LLD, and ETL run books to facilitate ETL monitoring, troubleshooting, and optimization, enabling high-performing data pipelines.
· Optimized performance and reduced costs by identifying bottlenecks in long-running Glue jobs, implementing targeted tuning strategies, and achieving reduction in job execution time.
· Creation of Source to Target mapping for data lineage with business transformation logics.
· Extending Apache Airflow with custom Operators,Sensors and Plugins.
· Collaborated with diverse vendors to drive project success and deliver high-quality solutions, while also serving as a mentor to junior team members, fostering their growth and expertise.

Key Achievements
· Won the “Data Legends Award – Under the Pioneer Category” for the custom Airflow UI plugin that was built to enhance the Airflow Development workflow.
· Setup development standards for DBT, following the best practices which increased the pipeline efficiency & also by bringing down Redshift costs.
· Optimised AWS Glue long running Pyspark jobs, bringing down the costs.
· Implemented DQ checks on the Datamart which helps us to identify anomalies in the data. 
































Cloudera to AWS Migration
British Petroleum (Via Accenture)
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Description 
CDL to AWS migration involves migrating the existing BI solution that was built on Cloudera (On Premise) onto AWS Cloud using AWS Serverless Data Lake Framework mainly using s3,glue & PySpark

Technical Stack
Data Lake – AWS S3
Data Ingestion – AWS Glue (Pyspark/Python)
Data Mart – Redshift
Orchestration – Serverless Data Lake framework / Lambda / Step Functions
CI/CD – Azure Devops / Github


Roles and Responsibilities
· Creation of Robust/Reusable Data Ingestion Frameworks on AWS Cloud.
· Working alongside with Solution Architects and AWS Professional services team on the design patterns and solutions.
· Integrating data from various On-Premise/External data systems of BP and defining a process for data ingestion to AWS Cloud.
· Conducting Proof of Concepts(POC) before proceeding with the actual implementation.
· Working alongside Data Modelers / Architects and understanding the data models on how to populate the Facts & Dimensions.
· Creation of Mapping Specification Documents, LLD and responsible for its approval
· before implementation.
· Translating CDL HQL code into native PySpark or SparkSQL for execution via AWS Glue.
· Orchestrating ETL jobs using Step functions,Lambda & DynamoDB.
· Implementation of Slowly Changing Dimensions & Change Data Capture steps using PySpark transforms.
· Performance tuning of long-running SQLs and Jobs.
· Providing transition to the production support team during the production implementation.























Snowflake Migration
Sainsbury’s
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Description 
Glue to Snowflake migration involves migrating the existing ETL jobs written In PySpark/spark SQL into snowflake stored procedures and orchestrating them using Apache Airflow using AWS managed airflow service(MWAA).

Technical Stack
Data Lake – AWS S3
Data Ingestion – AWS Glue (Pyspark/Python)
Data Mart – Snowflake
Orchestration – AWS managed Apache Airflow
CI/CD – Cloudformation,Terraform,Code Deploy, Github

Roles and Responsibilities
· Migrated legacy AWS Glue ETL pipelines to Snowflake stored procedures, improving performance, maintainability, and reducing AWS Glue costs.
· Designed and implemented a data lake architecture on AWS S3, structured by raw/stage/curated zones, with Snowflake external stages and file formats for seamless access.
· Orchestrated end-to-end data workflows using Apache Airflow DAGs, integrating Snowflake stored procedures and S3 file operations with dynamic, parameterized pipelines.
· Built robust monitoring and alerting with Airflow task SLAs, email/Slack notifications, Snowflake TASK_HISTORY monitoring, and AWS CloudWatch dashboards.
· Optimized Snowflake workloads using result caching, clustering keys, and warehouse sizing for cost-effective, high-performance transformations.
· Collaborated cross-functionally with analysts and engineers, documenting architecture and delivering knowledge transfer on Snowflake development and Airflow operations.
· Engineered a compliant ETL data masking framework using Snowflake External UDFs + AWS Lambda, integrating with Secrets Manager to securely and dynamically mask sensitive fields during data loads, enabling secure analytics and regulatory compliance


























USAA E3 Framework –Informatica / IBM Datastage
United Services Automobile Association (Via TCS)
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Description 
This project focused on the design and development of a standardized ETL framework to streamline and modernize the data integration process by migrating existing legacy ETL jobs. The legacy jobs lacked a unified structure or framework, resulting in frequent production issues, inconsistent error handling, and challenges in debugging and maintenance.

Technical Stack
Tools/Services – Python,Unix,Datastage,Informatica & Control M

Roles and Responsibilities
· Creation of Robust/Reusable Data Ingestion Frameworks on AWS Cloud.
· Collaborated with business users and reporting analysts to gather data requirements and business logic for populating target tables within a dimensional data warehouse.
· Analyzed the existing ETL framework to assess complexity and provided migration estimates for reengineering efforts.
· Prepared comprehensive ETL documentation, including high-level design, source-to-target mappings, and technical specifications.
· Performed data profiling on various source systems to assess data accuracy, completeness, and validity prior to transformation.
· Wrote advanced SQL queries to analyze datasets and create data extraction logic from diverse source systems.
· Developed UNIX shell scripts for job scheduling and automation of ETL workflows.
· Translated high-level design specifications into efficient ETL code following standardized mapping and coding practices.
· Led migration-related documentation and facilitated movement of code and configuration from Development to Test and Production environments.
· Tuned performance of long-running SQL queries and ETL jobs to enhance processing speed and resource utilization.
· Facilitated smooth knowledge transition to the production support team during deployment and go-live phases.
· Provided warranty support for newly migrated ETL jobs, addressing production issues and ensuring operational stability.






















EVO Transformation – AWS/Informatica
Direct Line Group (Via Cognizant)
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Description 
This project focused on integrating data from various source systems into a SQL Server database using Informatica PowerCenter. It involved designing and building a data warehouse following dimensional modeling principles, implemented on SQL Server to support business intelligence and reporting requirements.

Technical Stack
Data Mart – SQL Server
ETL Tool – Informatica Powercenter
CI/CD- Jenkins
Orchestration – RMJ Scheduler

Roles and Responsibilities
·      Creation of Robust/Reusable Data Ingestion Frameworks on AWS Cloud.
· Collaborated with business users and reporting analysts to gather data requirements and business logic for populating target tables within a dimensional data warehouse.
· Analyzed business and technical requirements, providing effort and complexity-based estimations for ETL development.
· Reviewed and maintained technical specification documents, ensuring alignment with data warehouse architecture and dimensional modeling standards.
· Designed and developed ETL processes using Informatica PowerCenter, including mappings, sessions, and workflows to load data into fact and dimension tables.
· Applied dimensional modeling techniques (star and snowflake schemas) to design data warehouse structures supporting analytical and reporting needs.
· Developed UNIX shell scripts to support job scheduling, automation, and workflow orchestration.
· Participated in business and requirement gathering meetings, identified functional gaps, and documented process improvements.
· Contributed to detailed technical design sessions and created low-level design (LLD) documents for ETL solutions.
· Led documentation and execution of code migration activities across Development, QA, and Production environments.
· Served as a Subject Matter Expert (SME) to troubleshoot and resolve critical production issues, supporting the Level 2 team with root cause analysis and fixes.
· Performed performance tuning of long-running SQL queries and Informatica jobs to optimize data load times and resource utilization.
· Facilitated seamless knowledge transfer and handover to the production support team during deployment and stabilization phases.






















Non Guidewire Policy - AWS
Direct Line Group (Via Cognizant)
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Description 
Non-Guidewire B4C ETL program is a strategic solution by DLG to integrate non-guidewire data sources to the Guidewire based B4C Data platform. The Project involves integrating data from various On-Premises data systems to an AWS based cloud Data warehouse built on Amazon Redshift
Technical Stack
Data Lake – AWS S3
Data Ingestion – AWS Glue (Pyspark/Python) & Informatica Powercenter
Data Mart – Redshift
CI/CD- Jenkins
Orchestration – RMJ Scheduler

Roles and Responsibilities
· Creation of Robust/Reusable Data Ingestion Frameworks on AWS Cloud.
· Working alongside with Solution Architects and participating in Technical Design Authority forums.
· Integrating data from various On-Premises/External data systems of DLG and defining
· a process for data ingestion to AWS Cloud.
· Conducting Proof of Concepts before proceeding with the actual implementation.
· Working alongside Data Modelers / Architects and understanding the data models on how to populate the Facts & Dimensions.
· Creation of Mapping Specification Documents, LLD's and responsible for its approval before implementation.
· Building Scripts/Process using Bash/Python for Data Ingestion into AWS Cloud. The process differs for each source system but the general pattern involves using EC2. (On-premise -> EC2 -> S3 -> Redshift Mart)
· Creation of Lambda/Glue jobs for moving the data from S3 Data lake into AWS Redshift datamart.
· Creation of UDF,Stored Procedures on Redshift for Complex data transformations on Redshift.
· Creation of Informatica Mappings for moving the data from S3 Data lake into AWS Redshift datamart.
· Implementation of Slowly Changing Dimensions & Change Data Capture steps using Informatica powercenter.
· Performance tuning of long-running SQLs and Jobs.
· Providing transition to the production support team during the production implementation.
· Creation of Anonymisation framework on AWS to meet GDPR & Retention requirements. This was achieved by leveraging native AWS tools –
· Lambda,Glue,PySpark & AWS Secret Manager Service.
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